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Lecture Overview & Pedagogical Roadmap

As Large Language Models (LLMs) scale to context windows of n = 128k to 1M tokens, scaled dot-
product attention becomes the primary computational and memory bottleneck. While hardware-
aware kernels (FlashAttention) optimize GPU memory traffic, they still execute all ©(n2d) arithmetic
operations.

These notes develop the core algorithmic tools for sub-quadratic attention across two 90-minute
sessions:

1. Session 1 — Attention Bottlenecks, The Kernel Trick, and Linearization (Sections 1-3):
After quantifying the exact FLOP and KV-cache walls in modern LLMs and surveying ANN/MIPS
approaches to sparse attention, we study the Kernel Trick (motivated via Kernel SVMs) and Ran-
dom Fourier Features [8]. Approximating the softmax kernel by explicit low-dimensional features
¢ : R? — R?™ allows us to re-order matrix multiplication by associativity, reducing prefill from ©(n?d)
to O(nmd) time and decoding to O(md) constant memory.

2. Session 2 — Coresets, Discrepancy, and Attention Compression (Sections 4—8): Rather
than approximating the kernel in feature space, can we select a small weighted subset of tokens
(a coreset) to compress the KV-cache? We build coreset theory from first principles (1D quantiles,
Hoeffding + e-net sampling, and RFF-based Kernel Density Estimation), prove the Halving Lemma
and the Karnin & Liberty [5] O(v/d/e) Gaussian KDE bound, and conclude with the Liberty &
Andoni impossibility result showing why softmax normalization forces worst-case attention coresets
to have size Q(n).

Session 1: Attention Bottlenecks, The Kernel
Trick, and Linearization

1 Attention Mechanics, Frontier Scale, and Baselines

1.1 Scaled Dot-Product Attention

Rnxd

Given an input sequence of n token embeddings X € model g, single attention head projects X using

learned weight matrices Wg, Wi, Wy € R¥moderxd into queries, keys, and values:

Q= XWy, K = XWk, V=XW, eRY



(Note: Modern LLMs inject sequence order at this step via Rotary Position Embeddings (RoPE) [9)],
applying 2D rotation blocks R; to query q; and R; to key k; so that their inner product qZ-TRj_ikj depends
only on relative token distance i — j.)

Definition 1.1 (Scaled Dot-Product Attention [10]). For queries q1,...,qn € R?, keys ki, ..., k, € R?,
and values v1, ..., v, € RY, the attention output for token i € [n] is the convex combination:

- e Tk;/vd
yi = ZPijfuj, where P = xp (4 ky/Vd)
j=1

T exp (¢ ki/VA) (1)

In matriz form, with S = %QKT € R™™ and row-wise P = softmax(S) € R™™", we have Y = PV €

R™ 4 (In autoregressive decoding, causal masking sets Sij = —o0 for j >1i.)

Why Attention Works. While MLP layers apply static weights to each token in isolation, attention
acts as a dynamic, content-addressable associative memory: query ¢; searches against keys k; to
route information from values v; on the fly.

1.2 Concrete Numbers: Prefill FLOPs vs. Generation KV-Cache

Consider a standard frontier model architecture (Llama 3 70B [4]):

e Layers: Njyers = 80

e Query heads: Hg = 64, Key/Value heads: Hgy = 8 (Grouped-Query Attention), head dimension:
d=128

e Model dimension: dmodel = He - d = 8192
e Context length: n = 128,000 tokens

Phase 1: Prefill (Prompt Ingestion — Compute-Bound). All n prompt tokens arrive simulta-
neously. Computing QKT and PV across all heads and layers requires:

FLOPSattn =2 TL2 -d - HQ : Nlayers-

o At n = 4k: FLOPsyn ~ 2 x (4096)2 x 128 x 64 x 80 ~ 22 TFLOPs.
o At n = 128k (32x longer): n? grows by 322 = 1024 x, requiring 22.5 PFLOPs (2.25 x 1016 FLOPs).

e Because MLP FLOPs scale linearly as O(nd?,_, ) while attention scales quadratically as ©(n?dmodel),

model
attention dominates prefill compute at long contexts.

Phase 2: Autoregressive Generation (Token-by-Token — Memory-Bandwidth-Bound). To
generate token ¢, we compute a single query ¢; € R? and attend to all cached past keys K. <¢ and values
V<; (the KV-cache). In FP16 (2 bytes per number), the KV-cache size is:

Memorygy = 2 Nayers - Hrxv - d-n - 2 bytes.

e Per token: 2 x 80 x 8 x 128 x 2 ~ 328 KB / token.



e At n =128k: 328 KB x 131,072 =~ 43 GB for a single sequence.

e Generating just one token requires streaming all 43 GB from GPU High-Bandwidth Memory (HBM)
to on-chip SRAM to perform only O(nd) arithmetic operations.

1.3 Hardware Acceleration: FlashAttention & Online Softmax

On an H100 GPU, HBM is large (80 GB) but relatively slow (~ 3.3 TB/s), whereas on-chip SRAM is
tiny (~ 228 KB per SM) but 10x faster (~ 33 TB/s). Naive attention writes the n X n matrix S to
HBM, incurring ©(n?) slow HBM reads/writes.

FlashAttention [3] never materializes S or P in HBM. It loads small tiles of @, K,V into SRAM
and updates the softmax output in a single streaming pass using Online Softmax:

m—m S;—Mm

ze e’
/ m—m/’ _|_€Sj—m’ / y+

m' = max(m, s;), Z=ze , y =

Uj.

2! 2!

Systems vs. Algorithms Takeaway: FlashAttention reduces HBM IO traffic from ©(n?) to
O(n%d/SRAM), yielding a 3-5x wall-clock speedup. However, it still performs all ©(n2d) arithmetic
FLOPs. Breaking the ©(n?) barrier requires algorithmic approximations.

1.4 ANN / MIPS for Attention

Because the softmax weight P;; o exp(qlk;/ Vd) grows exponentially with the inner product al'k;,
attention scores are often concentrated on the keys most aligned with ¢;. A natural algorithmic approach
is to index the keys kq,...,k, € R? in an Approximate Nearest Neighbor (ANN) or Maximum
Inner Product Search (MIPS) data structure (such as Locality-Sensitive Hashing in Reformer [6], or
clustering/graph indices) and approximate row i using only the retrieved top-k keys Nj(¢;) C [n]:

= Y exp(g; k;/Vd)

Yi =
Nt ieNu(q) xp(a] kr/Vd)

’Uj.

e Benefits:

1. Sub-Quadratic Compute & Exact Lookup: Reduces per-query complexity from ©(nd) to sublinear
search (e.g., O(kd) or O(n”d)), excelling when attention is sparse or peaked (such as long-range
factual lookup).

2. Selective Memory Access: During decoding, only the candidate keys and values in Ni(g) need to
be fetched and aggregated rather than scanning the full context.

e Drawbacks & Trade-Offs:

1. Diffuse Regimes & Normalizer Bias: When attention is spread across many tokens (P;; ~
1/n), restricting to top-k omits tail mass and biases the normalizing denominator Z; =
>y exp(q] ki /Vd).

2. Dynamic Index Overhead & Hardware Irregularity: In autoregressive decoding, new keys arrive at
every token step, requiring online index updates; furthermore, sparse irregular lookups underutilize
GPU Tensor Cores compared to dense matrix multiplications.



2 The Classical Kernel Trick & Random Fourier Features

2.1 Motivation from Kernel SVM: Primal vs. Dual & The O(N?) Bottleneck

Why do kernels arise, and why do they create a quadratic bottleneck? Consider binary classification with
a Support Vector Machine (SVM) on N training points (z1,41), ..., (zn5,yn) € R x {—1,4+1}:

1. Linear SVM (Primal Representation): We learn a weight vector w € RY (e.g., minimizing
Mlw|3 + Zjvzl max(0,1 — y;wlz;)). By the Representer Theorem, the optimal weight vector is a
linear combination of the data points:

N
w* = Z ajrj € RY and prediction is f(q) = (w")Tyq.
j=1

Because we can explicitly sum and store the single vector w* € R?, inference on a query ¢ takes only
O(d) time and O(d) memory—independent of N.

2. Non-Linear Separation via Feature Maps: When data is not linearly separable in R?, we map
inputs via a non-linear feature map ® : R¢ — # into a high- (or infinite-) dimensional Hilbert space
‘H where the classes become linearly separable.

3. The Kernel Trick (Dual Representation): If dim(#) is huge or infinite, we cannot explicitly
compute or store the primal vector w* = Z;V:1 a;®(x;) € H. Instead, substituting w* into f(q) =
(w*, ®(q))% by linearity yields the dual representation:

N N N
flg) = <Z o (), ¢(Q)> = aj(®(z)), () = Y a;K(z},q). (2)
j=1 j=1 J=1

H

Definition 2.1 (Mercer Kernel). A symmetric function K : R? x R? — R is a positive semi-definite
(Mercer) kernel if there exists a Hilbert space H and a feature map ® : RY — H such that:

K(z,2) = (®(2), ®(2))n  Vr,z € R

Example (Quadratic Polynomial Kernel). For K(z,z) = (272)? on R%:

d d d
(alcTz)2 = (Z waza> (Z :cbzb> = Z (xaxp)(2a2p) = (P(x), P(2)),
a=1 b=1 a,b=1

where ®(z) = (a:aa:b)ib:l € R”. Evaluating K(z, z) = (272)? takes O(d) time without forming ®(z) €

2

RY.

The O(N?) Bottleneck of the Kernel Trick (and the Exact Parallel to Attention). Because
Kernel SVM operates in the dual (2), it must retain all N support vectors in memory, pay ©(Nd) per
query, and compute the N x N Gram matrix K;; = K(z;,z;) in ©(N?d) time during training. Compare



(2) to Attention (1):
1 n
Kernel SVM: f(q Z a;K(q, zj) — Attention: y(q) = % Zvle(q, kj).
j=1

Softmax Attention is a Kernel SVM in dual form—where the keys ki,...,k, are the support
vectors (the KV-cache) and the values v1, ..., v, are the dual weights «;.
2.2 Inverting the Kernel Trick: Random Fourier Features (Rahimi & Recht, 2007)

To escape the ©(N?) dual bottleneck, Rahimi and Recht [8] proposed inverting the kernel trick—
moving from the dual (2) back to the primal by constructing an explicit randomized feature map for
the Gaussian (RBF) Kernel Kguuss(2,y) = exp ( — [lz — y(|3/2).

Draw a random frequency vector w ~ N(0, I;) and define the complex randomized feature:

p(x) 2 ' € C. (3)

Theorem 2.2 (Unbiasedness of the Complex Fourier Feature [8]). For any z,y € R? and w ~ N(0, I):

T — 2
EwNN(O,]d) [¢($)¢(y)*] = exp (_’23/”2> ’Cgauss(xa Y). (4)

Proof. We establish the identity in two elementary steps:

1. 1D Gaussian Moment Generating Function (MGF): For a scalar 2 ~ AN(0,1) with density
P(z) = \/%76*22/2 and any scalar t € C, completing the square gives —522 +tz = —%(z —t)? + %tz,
so:

> 1 > ——z z P
&meﬂZ/ Wdezwh/ iz gy = tmw/ e 3(0? gy — (/2

<

Il
—

2. Rotational Invariance (2-Stability) of Gaussians:

o If z ~ N(0,1), then o - x ~ N(0,02).

e For two independent Gaussians 1 ~ N'(0,0%) and 2o ~ N(0,03), 21 + 29 ~ N(0,0% + 73).
Consequently, for w ~ N(0, 1), the inner product w’(z — y) = 2?21 wj(zj — y;) is distributed as
z ||z — y|2, where z ~ N(0,1).

4

Substituting ¢(z)p(y)* = ¢’ @ £ ¢lile=vll2)z and applying the 1D MGF with ¢ = ifz — y|j2 (so

2 = — o - y|3) yields:

* i||z— z il — ° T = 5
B 0] = Bt 619 = e (G _ e (=)



2.3 Explicit 2m-Dimensional Feature Map & Variance Bound

Because Kgauss(,y) is real, we only need the real part of ¢(z)p(y)*:

Re(einxe_iny) = cos (wT(w —y)) = cos(w! z) cos(wTy) + sin(w’ z) sin(wTy).
Drawing m independent vectors wi,...,wm ey (0,1;), we obtain the explicit real feature map ¢ :
R? — R2™:
1 T
P(z) = ﬁ[cos(w{x), sin(wi z), ..., cos(wlzx), sin(wnT,Lx)} € R?™, (5)
Fquivalently, in complex coordinates, ¢(x) = —= eiwi%, e ciwne]T € cm,
Jm

Lemma 2.3 (Unbiasedness, Bounded Variance & Concentration of RFF). For any z,y € R?, the 2m-
dimensional RFF inner product ¢(x)” ¢(y) satisfies:

1. Unbiasedness: E[¢(z)T¢(y)] = exp (= ||z — yl|3/2).
2. Bounded Variance: Var (¢(z)T¢(y)) < L (independent of dimension d and norms ||z||, [|y]|)-
3. Concentration: For m > 5% In%, Pr qu(x)Td)(y) - Kgauss(x,y)‘ <e]>1-4.

Proof. For each r € [m], let Z, = Re(ei“’TT”fe_i“’rTy) = cos(wl' (z — y)), so ¢(x)Td(y) = % Sort ) Z.

1. Unbiasedness: By Theorem 2.2, E[Z,] = Re(E[e™" (*=%)]) = Koauss (2, ).

2. Variance: Since |Z,| < 1 (or |er @) = 1) Var(Z,) < E[Z2] < 1. By independence,
Var (% >t Zr) < %

3. Concentration: Since Zi,...,7Z,, € [—1,1] are i.i.d. bounded variables of range 2, Hoeffding’s

inequality directly gives Pr [| % Yoty Zy—Kgauss (2, y)} > 5] < 2exp(—me?/2) < 6 for m > 6% In %. O

3 Linearizing Attention via Random Fourier Features

3.1 Reduction from Dot-Product Softmax to the Gaussian Kernel

To apply RFF to attention, we express the softmax dot-product kernel exp(¢’k/v/d) in terms of the
shift-invariant Gaussian kernel. Rescale § = q/ d/* and k 2 k / dY* so that ¢Tk /Vd =g k.
Using the polarization identity |G — /|2 = ||G]|2 + ||k]|3 — 24" k, we have:

~ 5112 ~ T2 =19

Define the rescaled feature map 1 : R* — R?™ by absorbing the scalar norm multiplier into ¢:
a /3 2m
9(e) £ exp (152 ) o) € O™ (7)
Then by Lemma 2.3 and (6), 1(§)7 (k) is an unbiased estimator of the softmax kernel:
- T
E[4(d) (k)] = ex (q> .
[4(Q)" ¥(k)] = exp 7

6



(Remark: Notice that the query scalar exp(||Gi||3/2) appears in both the numerator and denominator of
row i’s softmax (1) and cancels out identically.)

3.2 The Associativity Trick: O(n?d) — O(nmd)
Replace exp(q] k;/v/d) in the attention equation (1) with the linear inner product @/}(cji)Tw(I;j):

2 (@) (k)
L @) (k)

By associativity of matrix multiplication, pull 1)(§;)” outside the summation over j:

= T (S v ET)  yipar .
@) (T eky)) Y@

where the summary statistics M and z are computed once across all n keys and values:

M2 kol e R 22N (k) € RP™ (9)
j=1 j=1

Algorithm LINEAR-ATTENTION(Q, K,V € R"*? feature dimension m)

1. Sample wy,...,wpn BN N(0, I,).

2. Compute feature maps 1(g;), ¥ (k;) € R*™ for all i, j € [n]. // O(nmd)
3. Aggregate the KV summary matrix and normalizer:
M« (ko] e RF™ 2> (k) eR*™. // O(nmd)
j=1 j=1
4. For each query i = 1,...,n: compute §; < M // O(nmd)

(@) =
5. Return Y = [§1;...;in] € R™¥%,

e Prefill Complexity: Drops from ©(n%d) to O(nmd) — strictly linear in sequence length n.

e Autoregressive Decoding (Causal Linear RININ): With causal masking (j < ¢), we maintain
running state (M, z¢) updated in O(md) constant time and constant memory per step:

5 - G:)" M,
My = My_1 + ¢ (ke)of zt = zg—1 + P (ky), (I %

The O(nd) KV-cache is completely eliminated—replaced by the fixed-size state M; € R2™*,

(10)



Remark 3.1 (Expressivity Limits & Suggested Reading).

1. The “Needle in a Haystack” Barrier: Compressing n key-value pairs into a fixed matrix M €
R2m%4 of rank at most min(2m, d) imposes a hard information capacity ceiling. When n > m, linear
attention cannot perform exact token retrieval (“needle in a haystack”) without cross-talk interference.

2. Reading Note on Positive Features: Choromanski et al. (Performers / FAVOR+ [2]) proposed
positive exponential features ¢pos(z) o exp(w’'z) to avoid negative cosine estimates, though trigono-
metric RFF (5) has strictly bounded variance (< 1/m, Lemma 2.3) whereas exponential features
suffer from high variance as ||z|| grows.

Session 2: Coresets, Discrepancy, and Attention
Compression

4 General Definition of Coresets & 1D Quantiles Warm-Up

Instead of approximating the kernel in feature space, can we compress the KV-cache by keeping only a
small subset of tokens? This is the domain of coresets.

Definition 4.1 (e-Coreset). Given a dataset X = {x1,...,x,} C X and a query family F = {fq : X —
[0,1] | ¢ € Q}, an e-coreset is a subset S C X with weights w : S — R>q such that:

sup (3 () fylw) — + 3 fola)| < = (11)
=1

qeQ S

When w(z) = ﬁ for all x € S, we call S an unweighted coreset.

4.1 Warm-Up Example: Deterministic Coreset for 1D Quantiles (Empirical CDF)
Let X = {z1 <9 <--- < x,} C R be sorted scalars, and consider threshold queries f,(z) = I[x < ¢] for
g € R. Then F(X,q) = 13" | I[z; < ¢] is the empirical CDF (quantile rank) of g.

Theorem 4.2 (Optimal 1D Quantile Coreset). Let m = [1/e] (assuming m divides n for simplicity),
and let S = {xj.(n/m) i =1,2,... ,m} consist of every (n/m)-th point in sorted order with uniform
weight 1/m. Then S is an unweighted e-coreset of size m = O(1/¢):

q€R zes " i=1
Proof. Partition the sorted array z; < --- < =z, into m contiguous blocks Bj, ..., B,,, each containing
b=mn/m < en elements. The coreset S = {s1,...,5,,} selects the largest element s; = xj;, of each block

B;.

Fix any query ¢ € R, and let Bj+ be the unique block straddling ¢ (so sj=—1 < g < s;+):

1. Blocks j < j*: Every element x € B; satisfies x < s; < ¢q. Thus, both the dataset X and the coreset

S count 100% of the first 7* — 1 blocks, contributing =1 t6 both sums.

*
m



2. Blocks j > j*: Every element x € B; satisfies x > ¢, contributing 0 to both sums.

3. The Straddled Block Bj-: In Bj, the coreset point sj= > ¢ contributes 0 to F'(S,q), whereas
between 0 and b points of Bj« satisfy z; < ¢, contributing between 0 and % = % to F(X,q).

Hence, for every ¢ € R, 0 < F(X,q) — F(S,q) < %

<e. O

5 Uniform Sampling Bounds via Hoeffding & s-Nets

In d dimensions, we cannot sort the dataset. What coreset size does Uniform Random Sampling
achieve?

Theorem 5.1 (Uniform Sampling Coreset Bound). Let F = {f, : X — [0,1] | ¢ € Q} be a family of

queries over the unit ball @ = {q € R? : ||ql|2 < 1} that is L-Lipschitz in q (i.e., |fy(x) — fy(z)| <
zzd

L|lg—q'||2). Drawing m points s1,. .., ~7 Unif (X)) yields an unweighted e-coreset with probability at
least 1 — 6 for:
log(L log(1
N <d og( /6): og( /5)> ' (12)
€

Proof. Step 1 (Pointwise Concentration): For any fixed query ¢ € Q, Z, = f,(s,) € [0, 1] are i.i.d.
with mean F(X,q) = 23" | f,(z;). By Hoeffding’s inequality:

Pr [‘F(S,q) - F(X,q)| > g] < 2exp (—m262> .

Step 2 (e-Net Covering of Q): Let N/ C Q be a minimal (ﬁ)-net of the unit ball Q: for every
q € Q, there exists § € N with [|¢ — §[|2 < ;7. By a standard volume packing argument, |A] < (%)d.
Step 3 (Union Bound & Triangle Inequality): By a union bound over all § € N, the probability

that |F(S,q) — F(X,§)| > /2 for any net point § € N is at most:

2 120\ 2
IN| - 2exp (_m;) < <6> - 2exp <_m2£> <,

which holds for m = (dln 2L 4 1p %) Whenever this event holds, for any ¢ € Q with nearest net
point § € N, L—Lipschltzness gives |F(S,q) — F'(S,q)| < § and |F(X,q) — F(X,q)| < §. By the triangle
inequality:

+o+

=1 M
N ™
=] ™

6 Coresets for Kernel Density Estimation via RFF

Given X = {z1,...,7,} C R% the Gaussian Kernel Density Estimate (KDE) at query ¢ € R? is:

chq,xz - Zexp( ”q—%"z) (13)



Notice that the e-net bound (Theorem 5.1) gives m = O(d/e?) and only holds for bounded ||g|| < 1. Using
our linearization / feature map from Session 1, we can prove a dimension-free m = O(1/¢?)
bound over all ¢ € R? in four lines.

Theorem 6.1 (Dimension-Free KDE Coreset via Kernel Feature Maps). For any dataset X =

z1,...,2n} C R% a uniform random sample S = {s1,...,Sm " Unif(X) of size m = L satis-
{ } g
fies:
Es |sup |— > Klg,sr) —— ) K(g,z)|| <e.
LGW m ; o i=1 Z

Proof. Step 1 (Linearization in Feature Space): By Definition 2.1 (or the continuous RFF rep-
resentation of Theorem 2.2), write K(q,z) = (®(q), P(x))y, where every point has unit feature norm:
[®(@)[[n = vVE(z,2) = 1.

Step 2 (Factoring Out ¢ via Cauchy-Schwarz): Let py £ 157"  ®(2;) and pg = L 37" | ®(s,).
By linearity of inner product and the Cauchy-Schwarz inequality:

sup [F(S,q) — F(X,q)| = sup [(2(q), us — px)n| < sup [@(q)lla s — pxlla = lls — pxllae. (14)
qeR? q€R? qERI "
Step 3 (Expected Squared Norm): Because sq,...,s S Unif(X) have mean E[®(s,)] = px,

cross terms vanish in expectation:

m

1 1
Elllus — px 3] = povs) Y E[[[®(s) — pxlF] < EE[H@(SQH%] =
r=1
By Jensen’s inequality, Elsup,cga [F(S,q) — F(X, q)|] < \/E[HMS —px|3] < \/% =¢. O

7 Breaking the 1/¢? Barrier via Discrepancy (Karnin & Liberty, 2019)

Uniform sampling requires m = O(1/£?) because random i.i.d. sampling accumulates error like a random
walk (++/n over n points). Can we actively choose signs o € {—1,+1}" so errors cancel out?

Definition 7.1 (Class Discrepancy — Karnin & Liberty, FOCS 2019 [5]). The class discrepancy of a
function family F on n-point datasets is:

D, (F) & 15
n(F) Xﬂn)?"xn Ue{rnluj-l}” fe]-‘n Zo'zf ;) (15)
;0:=0

7.1 The Iterated Halving Reduction: From Discrepancy to Coresets

Lemma 7.2 (Halving Lemma — Karnin & Liberty, 2019 [5]). If a function family F has discrepancy
Dy (F) < £, then any dataset X of size n admits an unweighted e-coreset S C X of size:

n-o(f)

10



Proof. Step 1 (Single Halving Step): Given Xy = X of size n (assume n is a power of 2), let
o€ {—1,+1}" with >_7" | 0; = 0 be the optimal sign assignment achieving (15), and let X; = {x; € Xo :
o; = +1} be the positive half of size n/2. Since %/2]1[0'1' =+1] -1 =% for every f € F:

< Dy (F)

IN

|F(X1, f) — F(Xo, f) Z () _7foz :%

C
n.
:BZEXl

> oif (i)
i=1

Step 2 (Telescoping T Halving Steps): Recursively halve the surviving set T" times: Xg — X7 —
-+ — Xp, where | X;| = n/2! and the final coreset S = X7 has size m = n/2T. By the triangle inequality,
the total error is a geometric series dominated by the final step:

T-1 T-1

2c

SupFSf (Xaf SupFXt 1,f)*F(Xt,f) < = 2t_ .

fe}‘| tz; feF | i | ; nj2t Z n/QT m
Setting Z¢ < ¢ yields a coreset of size m = 2 = O(c/e). O

7.2 Kernel Discrepancy & The Karnin—Liberty KDE Bound

First, notice how easily we can match the y/n bound deterministically in our kernel feature space H
(where [[®(x)[l% < 1):

Proposition 7.3 (Greedy Kernel Halving). For any vectors ®(x1),...,®(x,) € H with ||®(x;)|lx < 1,
choosing signs o; € {—1,+1} greedily so that o;( > i<i0i®(z)), (I)(xl»?-t < 0 guarantees:

<Vn.

H

P (i)

Proof. Let v; = Z;Zl 0;®(x;). At step i, [|vi]|3, = |lvic |3, + | @ ()13, + 203 (vie1, ®(2) ) < [Jvi-1]3,+1.
By induction, ||v,[|3, < n. O

Even more powerfully, by applying Banaszczyk’s Vector Balancing Theorem [1] to the Taylor
expansion of analytic functions of dot products in R¢, Karnin and Liberty proved a 1/n discrepancy rate:

Theorem 7.4 (Karnin & Liberty, FOCS 2019 [5]). For the Gaussian kernel K(q,z) = exp(—||q — z||3/2)
(and any bounded analytic function of dot products in R?), the class discrepancy satisfies:

Consequently, by the Halving Lemma (Lemma 7.2), Gaussian KDE admits an unweighted e-coreset of

m =0 <ﬂ> . (16)

e

(This resolved the long-standing open problem on the coreset complezity of Gaussian KDE, matching
the Q(\/d/e) lower bound of Phillips € Tai [7].)

11



8 Outcome for Attention (Liberty & Andoni) & Practical Eviction

8.1 Why Softmax Attention Breaks KDE Coresets: The Normalization Barrier

Why doesn’t Theorem 7.4 immediately give an O(v/d/¢)-sized KV-cache coreset for LLM attention?

e Gaussian KDE approximates an unnormalized average Z(q) = 1 Z;-lzl K(g, k;j) up to additive

~n
error +e.
e Softmax Attention computes a normalized ratio:

Alg) = L3 exp(qTk;/Vd)v;
L3 exp(qTh;/Vd)

When Z(q) < € (or when a single key dominates the sum while n — 1 keys have small inner product), an
additive e-approximation to numerator and denominator causes unbounded relative error in the ratio.

Theorem 8.1 (Liberty & Andoni — Attention Coreset Lower Bound). Let K = {k1,...,k,} C R? and
V ={v1,...,v,} C R with d > ©(logn). For queries of norm ||q|la < O(V/dlogn), any coreset S C [n]
guaranteeing worst-case error ||A(q) — Ags(q)|2 < € for e < 1/v/2 must retain all keys:

S| = Q(n). (17)

Geometric Intuition.

1. Let keys k1, ..., k, be mutually orthogonal unit vectors, paired with orthonormal values vy, ..., v,.

2. If a candidate coreset S omits even a single key i* ¢ S, an adversary issues query ¢ = [k;+ with

B =0(dlogn).

3. In the true attention A(q), key i* receives score e?/ ZBN n, capturing ~ 100% of the softmax weight
so A(q) ~ v;=. In the coreset Ag(q), since i* ¢ S, the output lies in span({v; : j € S}) L v;+, incurring
Q(1) Euclidean error.

8.2 Bridging Theory to Practice: H20 & Attention Sinks

Because worst-case sublinear attention coresets are impossible (Theorem 8.1), practical KV-cache com-
pression relies on structural properties of natural language queries:

1. Heavy Hitter Oracle (H20; Zhang et al., NeurIPS 2023 [12]): Empirically, LLM attention
maps follow a power-law distribution where a small set of tokens (“Heavy Hitters”) repeatedly
receive high attention across decoding steps. H20 maintains a cache of size B < n by tracking
cumulative attention scores aj =, P; ;j and greedily evicting the token with the smallest a;.

2. Attention Sinks (StreamingLLM; Xiao et al., ICLR 2024 [11]): Because softmax probabilities
must sum to 1, when a query has no relevant match in the context, the LLM dumps residual probability
mass onto the first 1-4 tokens of the prompt (attention sinks). Pinning the first 4 tokens alongside
a local sliding window stabilizes the softmax denominator Z(q) during streaming inference.

12



Paradigm / Mathematical Prefill KV-Cache Guarantee & Key

Result Mechanism FLOPs Size Takeaway
FlashAttention [3] SRAM tiling + O(n2d) O(nd) Exact (0 error). Reduces
Online Softmax HBM IO, but arithmetic
FLOPs remain ©(n?d).
ANN / MIPS for LSH /HNSW /IVF  O(nlogn-d) O(nd) Fast & natural for
Attention [6] retrieval over keys (host/HBM) sparse/peaked attention;

index overhead &
diffuse-tail trade-offs.

RFF K(g, k) =~ (q)Tp(k), O(nmd) O(md) Unbiased, Var < 1/m.
Linearization [§] associativity ¥ (q)T M (constant in Fixed state M € R2mx4d
n) limits exact “needle in a

haystack” recall.

1D Quantile Equi-spaced sorted — O(1/e) Deterministic +¢ CDF;

Coreset grid relies on 1D total ordering.

Uniform ii.d. sample + — O(1/€?) Dimension-free +¢ KDE;

Sampling KDE Cauchy-Schwarz in H random-walk error prevents
1/e scaling.

Discrepancy KDE Iterated halving + — (’)(\/(3/5) Optimal +¢ Gaussian KDE;

Coreset [5] Banaszczyk balancing applies to unnormalized
KDE.

Attention Coreset Orthonormal Q(n?d) Q(nd) Q(n) keys required for

Lower Bound keys/values + e < 1/4/2. Worst-case

targeted query sublinear attention coreset

is impossible; motivates
H20 / Sinks.

Table 1: Summary comparison of hardware, linearization, and coreset paradigms for LLM attention.
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